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Abstract. Soft Actor-Critic (SAC) is widely used for entropy-regularised reinforcement learn-
ing with continuous action spaces, and practical implementations perform only a few actor steps
towards an evolving target. In this work, we prove convergence guarantees when the target pol-
icy arises from policy mirror descent and compare it with the classical Gibbs target. We derive
sufficient conditions for the strong convexity and smoothness of the actor objective, charac-
terised by the curvature of the Q-function estimate through the Legendre differential operator,

and establish an O
(
N− 1

5

)
best-iterate finite-time convergence rate up to actor and critic ap-

proximation errors. Moreover, the mirror-descent step size λ directly controls the target drift
and hence actor tracking error, whereas the analogous Gibbs bound contains a non-vanishing
tracking term.

1. Introduction

In reinforcement learning (RL), an agent seeks to learn an optimal policy that minimises its
expected cumulative cost through interactions with an environment. This framework has led
to remarkable successes across a range of challenging domains, including robotics, autonomous
control and games (Levine et al., 2016; Lillicrap et al., 2016; Mnih et al., 2015). Broadly speak-
ing, methods to tackle RL problems may be divided into two families: model-based approaches,
which explicitly learn or exploit a model of the environment dynamics (Sutton and Barto, 2018;
Levine and Koltun, 2013), and model-free approaches, which seek to learn a policy or value func-
tion directly from observed transitions (Sutton and Barto, 2018; Lillicrap et al., 2016; Haarnoja
et al., 2018a).

In continuous action spaces, tackling model-free RL problems typically involves two learning
problems. Firstly, equipped with function approximations, a critic (an estimate of the advan-
tage or Q-function) is learned from observed transitions, commonly through some variant of
temporal-difference learning (Sutton, 1988; Watkins and Dayan, 1992), which is then in turn
used to update the actor (the policy). Such actor updates may be performed directly through
policy-gradient methods (Williams, 1992; Sutton et al., 1999), or through proximal methods
which improve stability by controlling the change between successive policies (Schulman et al.,
2015, 2017). A closely related idea arises from policy mirror descent (Lan, 2023; Zhan et al.,
2023; Ju and Lan, 2026), where a KL-divergence penalty is introduced directly into the policy-
improvement problem, with the resulting update admitting a closed-form policy. However, in
continuous action spaces, this target generally involves an intractable normalisation constant
(Haarnoja et al., 2017, 2018a).

Entropy regularisation leads to a number of theoretical and practical benefits (Geist et al.,
2019; Cayci et al., 2024a; Leahy et al., 2022). For example, entropy regularisation induces
a unique statewise optimal policy under standard assumptions such as bounded costs (Geist
et al., 2019; Kerimkulov et al., 2026) and can accelerate the convergence of policy gradient
methods (Mei et al., 2020; Cen et al., 2022; Lan, 2023). It also encourages stochastic policies
and persistent exploration (Haarnoja et al., 2017, 2018a).

The Soft Actor-Critic (SAC) algorithm (Haarnoja et al., 2018b) was introduced as an efficient
approach to tackling large-scale continuous model-free RL tasks with entropy regularisation,
initially derived as a practical implementation of soft policy iteration (Haarnoja et al., 2018a).
During SAC training, one performs gradient descent steps on a reverse Kullback–Leibler (KL)
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divergence with respect to some target policy, typically the exponential of the Q-function which
in turn is motivated by the Bellman principle. Crucially, the normalisation constant is inde-
pendent of the actor parameters and therefore disappears when taking gradients of the actor
objective. This gives a practical policy-improvement procedure without requiring the intractable
normalisation constant.

Despite the practical success of SAC, its theoretical analysis remains sparse and challenging.
In practice, the actor is commonly parametrised by a squashed Gaussian distribution with a
parametrised mean, that is a Gaussian followed by a tanh transformation to enforce the bounds
of the action space (after scaling). Moreover, the reverse-KL projection onto the target policy is
not solved exactly, but rather a single or a few steps of gradient descent are performed (Haarnoja
et al., 2018a). Such an objective is in general non-convex, and the tanh transformation produces
policy log-densities which become unbounded near the boundary of the action space. Therefore
regularity hypotheses used in policy-gradient analyses can fail (Bedi et al., 2022), while policy-
space convergence results (Lan, 2023; Kerimkulov et al., 2026) do not directly cover such a
framework.

In this work, we provide the first theoretical guarantees for a population-level formalisation
of the SAC framework, with a fixed-covariance squashed Gaussian actor, linear mean and a
critic oracle, where one treats a policy arising from mirror descent as the target, as well as the
classical Gibbs target. We consider the setting where only a single projected gradient step is
performed towards an evolving target policy. Moreover we identify conditions on the curvature
of the critic under which the reverse-KL actor objective becomes strongly convex and smooth,
allowing us to control the error incurred by the actor as it tracks the changing target.

2. Related works

There is a tremendous amount of research literature on RL theory, which underscores its
importance. Our work relates to policy optimisation in entropy-regularised MDPs and to the
analysis of actor-critic algorithms, which we summarise here.

Entropy regularised RL. Encouraging explorative policies during the training of RL poli-
cies have been demonstrated to be an important foundation of practical deep RL methods
(Haarnoja et al., 2018a; Lan, 2023) which in turn establishes the importance of understanding
entropy regularisation in MDPs. A particular line of work where the presence of entropy regu-
larisation has been shown to have a meaningful contribution are policy mirror descent methods
(Lan, 2023; Ju and Lan, 2026; Kerimkulov et al., 2026), where it was proven that the entropy
regularisation can induce an exponential convergence to the optimal policy when the critic is
known. More recently, it has been shown that one can maintain this exponential convergence
when the critic is solved to sufficient accuracy in both the tabular case (Labbi et al., 2026) and
the general case (Zorba et al., 2026).

Having said that, such theoretical analyses typically rely on the updates existing in the
policy space and using measure theoretic techniques. Moving from policy-space updates to a
practical parametrisation, a line of work (Sherman et al., 2025; Alfano et al., 2023; Yuan et al.,
2023; Agarwal et al., 2021) approximates mirror-descent updates by solving the minimisation
sub-optimally under various assumptions.

Actor-critic analysis. Early convergence analyses use multi-timescale stochastic approx-
imation and ODE based approaches (Borkar and Konda, 1997; Konda and Tsitsiklis, 1999).
Since then, the study of different regimes of actor critic algorithms can fall into a few cate-
gories. Firstly, a line of work studies the sample complexity of certain actor critic regimes in
tabular and function-approximation settings under various assumptions in the unregularised
case (Olshevsky and Gharesifard, 2023; Kumar et al., 2025; Gaur et al., 2024) and regularised
case (Cayci et al., 2024b; Labbi et al., 2026). Another line of work studies the underlying con-
vergence and stability behaviour of actor critic methods in general state and action spaces by

Key words and phrases. Soft actor-critic, policy mirror descent, entropy regularisation, actor-critic, reinforce-
ment learning.
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focusing on a population level analysis (Zorba et al., 2026; Hong et al., 2023; Kerimkulov et al.,
2026; Leahy et al., 2022).

3. Contributions

• We formalise the SAC policy class as the push-forward under tanh of a Gaussian distri-
bution with parametrised mean, as standard in modern implementations of Soft Actor
Critic (Haarnoja et al., 2018a,b). We study the reverse-KL objective for the actor pa-
rameters with target policies including the classical Gibbs measure (Haarnoja et al.,
2018a) and a policy arising from performing a step of policy mirror descent with step
size/ penalty λ (Tomar et al., 2021; Lan, 2023). Note that in general, such a loss func-
tion is non-convex. In this work, we identify sufficient conditions under which the strong
convexity of such an objective is guaranteed on any Euclidean ball of radius R > 0. We
demonstrate that the curvature of the critic, quantified through the Legendre differential
operator, plays a particular role alongside the entropy regularisation parameter τ > 0.

• We prove global finite-time best-iterate convergence guarantees (up to approximation
errors) under a εcrit-optimal critic oracle assumption. We derive bounds on the actor
tracking error for both the classical Gibbs target and the mirror-descent target. We show
that the mirror descent step size λ can directly control the tracking error and provides
an explicit trade off between balancing policy improvement against the actor’s ability
to track the target. In contrast, the corresponding bound for the classical Gibbs target
contains a non-vanishing contribution determined by the regularisation parameter τ .

4. Entropy Regularised MDPs

Consider an infinite horizon Markov Decision Process (S,A, P, c, γ), where S is the state
space (which may be an arbitrary Polish space) and A is the action space, which we set as
A := (−1, 1)M for a fixed action dimension M ≥ 1. Moreover, P ∈ P(S|S × A) is the state
transition probability kernel, c is a bounded cost function and γ ∈ (0, 1) is the discount factor.

Let ΛR denote Lebesgue measure on R, let ΛRM := Λ⊗M
R , and let Λ denote normalised Lebesgue

measure on A, that is Λ(B) := 2−MΛRM (B) for B ∈ B(A). Finally, let τ > 0 denote a
regularisation parameter. For each stochastic policy π ∈ P(A|S) and s ∈ S, we define the
regularised value function by

V π
τ (s) = Eπ

s

( ∞∑
n=0

γn
(
c(sn, an)− τH(π(·|sn))

))
.

where Eπ
s denotes the expectation over the state-action trajectory (s0, a0, s1, a1, . . .) generated

by policy π and kernel P such that s0 := s, an ∼ π(· | sn), sn+1 ∼ P (·|sn, an) for all n ≥ 0 and
for any ν ∈ P(A), the entropy is defined as

H(ν) := −
∫
A
log

dν

dΛ
(a)ν(da).

if ν is absolutely continuous with respect to the Lebesgue measure and −∞ otherwise. As a
result, for any s ∈ S we have that V π

τ (s) ∈ R ∪ {+∞}. Moreover for any state distribution
ρ ∈ P(S), we denote V π

τ (ρ) :=
∫
S V π

τ (s)ρ(ds). The optimal value function is defined as

V ∗
τ (ρ) = inf

π∈P(A|S)
V π
τ (ρ).

We refer to π∗ as the optimal policy if V ∗
τ (ρ) = V π∗

τ (ρ). For each π, the state-action value
function Qπ

τ is defined as

Qπ
τ (s, a) = c(s, a) + γ

∫
S
V π
τ (s′)P (ds′|s, a). (1)

Then for every π ∈ P(A|S) the advantage function is defined as Aπ
τ = Qπ

τ + τ log dπ
dΛ − V π

τ . The
occupation measure for policy π with initial distribution ρ is denoted by dπρ and is defined in
Appendix B, alongside the Bellman principle for entropy-regularised MDPs.
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5. Soft Actor Critic and Mirror Descent

In the seminal work of Haarnoja et al. (2018a), a framework for tackling off-policy entropy
regularised MDPs was introduced, which has since been regarded as one of the state of the art
approaches for entropy regularised MDPs with continuous action spaces. The idea is relatively
simple and consists of learning a critic through some variant of temporal difference/ Q-learning
and then learning the new actor by projecting the exponential of the critic onto your policy
class using the Kullback-Leibler (KL) divergence. That is, given some policy class Π ⊂ P(A|S),
for each s ∈ S compute

πnew = argmin
π′∈Π

KL

(
π′(·|s)

∣∣∣∣ 1

Zπold(s)
exp

(
−1

τ
Qπold(s, ·)

))
. (2)

One can then establish that (2) guarantees policy improvement when the minimisation is solved
fully, at least in the tabular setting (Haarnoja et al., 2018a) and thus with exact critics, iterations
of (2) results in a sequence of policies which converges to an optimal policy inside Π, although
it is worth mentioning that in most cases the true optimal policy π∗ need not belong in Π.
Moreover, such guarantees only hold in the case where the optimisation in (2) is solved to full
accuracy and when the action space is finite.

One issue that can arise from such a formulation is that the new policy πnew may be drastically
different from the old policy πold, resulting in a large relative entropy KL(πnew(·|s)|πold(·|s)).
Policy mirror descent provides a solution to this by penalising such policies. Formally, for some
λ > 0, the policies are updated by

πMD(·|s) = argmin
m∈P(A)

{∫
A

(
Qπold

τ (s, a) + τ log
dπold
dΛ

(s, a)

)
m(da) +

1

λ
KL (m | πold(·|s))

}
.

Suppose that the initial policy is uniform on A. By Dupuis and Ellis (1997), we have the
following closed form solution to the optimisation problem

dπMD

dΛ
(s, a) =

1

ZMD(s)

(
dπold
dΛ

(s, a)

)1−τλ

exp (−λQπold
τ (s, a)) . (3)

From here, it is clear to see that the policy mirror descent policy behaves as a geometric
interpolation between the old policy and the full soft policy-improvement update, controlled by
the proximal penalty/ step size λ > 0 and the entropy regularisation τ > 0. In particular, they
coincide when precisely we have λ = 1

τ , giving the soft policy-improvement update of (Haarnoja
et al., 2018a).

Given that computing the normalisation constant in (3) is just as intractable as (2), one
natural extension is to replace the target in (2) with (3), since the normalisation constant
does not affect the gradient steps. This approach has demonstrated promising empirical results
(Tomar et al., 2021).

6. Policy Class

Let us now introduce the policy class before presenting the algorithm. Recall that A =
(−1, 1)M and B(R) =

{
w ∈ Rd : |w|2 ≤ R

}
is the Euclidean ball of radius R in Rd. Let x : S →

Rd×M be a bounded feature map satisfying |x(s)|op ≤ 1 for all s ∈ S, where |·|op is the Euclidean
operator norm (see Appendix A for an overview of notation). For any ς > 0, we denote the
centred Gaussian with covariance ς2IM by qς := N (0, ς2IM ). Let Σ := diag(σ2

1, . . . , σ
2
M ) with

σi > 0 for all i. For any w ∈ B(R) ⊂ Rd, we parametrise the mean by mw(s) = x(s)⊤w ∈ RM

for each s ∈ S and denote qw(·|s) := N (mw(s),Σ). We denote this class of Gaussian kernels by
QΣ := {qw : w ∈ B(R)} ⊂ P(RM |S). Throughout, tanh and its inverse act component-wise.
To formalise the policy class, we must first introduce the notion of a push forward measure.

Definition 1 (Push-forward measure, Ambrosio et al., 2008, §5.2). Let T : RM → A be
measurable and let ν ∈ P(RM ). The push-forward of ν by T is the probability measure T#ν ∈
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P(A) such that for any B ∈ B(A),

T#ν(B) := ν(T−1(B)).

Equivalently, for every bounded measurable function f : A → R,∫
A
f(a)T#ν(da) =

∫
RM

f(T (u)) ν(du).

The policy class is then simply the push-forward under tanh of QΣ.

Definition 2 (Squashed Gaussian Policies). The admissible policy class is given by

ΠΣ := {πw = (tanh)#qw : qw ∈ QΣ} .

The following lemma of Dupuis-Ellis becomes very useful in the proofs of the main results.

Lemma 1 (Dupuis and Ellis, 1997, Lemma E.2.1). Let T : RM → A be a measurable bijection
with measurable inverse. Then for any ν, η ∈ P(RM ),

KL (T#ν|T#η) = KL(ν|η).

Note that in general the log densities log dπw
dΛ are unbounded near the boundary of the action

space A = (−1, 1)M . Therefore, one cannot directly apply classical tools such as the performance
difference lemma for entropy regularised MDPs, which require bounded log densities, without
careful treatment. However one can show that although the log densities are unbounded, the
entropy H(πw(·|s)) remains bounded for all s ∈ S when w ∈ B(R), which can serve as a remedy
(see Lemma 5). Furthermore, while we adopt the tanh transformation due to its tractability and
widespread use in practical implementations of soft actor-critic, much of the analysis extends
to other sufficiently regular bijections from RM to (−1, 1)M .

7. Algorithm

For any iteration n ∈ N, we denote the replay buffer state law by ρn ∈ P(S) with ρ0 = ρ the
initial state distribution, which we model as an exponentially weighted mixture of all preceding
state-occupancies up to the iteration n > 0 with parameter χ > 0 (see Definition 5 in Appendix
B). Then for any target policy πtarget ∈ P(A|S), πw ∈ ΠΣ and n ∈ N we define

Jn(w, πtarget) =

∫
S
KL(πw(·|s)|πtarget(·|s))ρn(ds),

Now suppose that one has access to an estimate of the Q-function for each encountered policy,

and denote this sequence by {Q̂n}n≥0. Let π0(da|s) := Λ(da) for all s ∈ S. Firstly, we will
denote the Gibbs target as

dπn+1
G

dΛ
(s, a) =

1

Zn(s)
exp

(
−1

τ
Q̂n(s, a)

)
. (4)

Furthermore, we denote the target arising from policy mirror descent as

πn+1(·|s) = argmin
m∈P(A)

{∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
m(da) +

1

λ
KL(m|πn(·|s))

}
. (5)

Throughout, {πn}n≥0 denotes the evolving target sequence, updated recursively from the pre-
vious target rather than from the current actor, whereas πwn denotes the actor tracking it.
Moreover, throughout we take the initial actor satisfies w0 ∈ B(R), and the replay parameters
satisfy 0 < χλ ≤ 1. We present the training procedure in Algorithm 1. To summarise, we study
the case where one performs a single step of gradient descent of the objective with a mirror
descent target for each critic estimate, then projects the new parameters onto B(R).

We work under the following assumptions.
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Algorithm 1 Projected actor update

1: for n = 0, 1, 2, . . . do

2: Obtain critic estimate Q̂n

3: Update replay law ρn+1

4: wn+1 = PB(R)

(
wn − h∇wJn+1(w

n, πn+1)
)

5: end for

Assumption 1 (Q-function oracle). There exists εcrit ≥ 0 such that, for all n ≥ 0, the critic

estimate Q̂n ∈ Bb(S ×A) satisfies Q̂n(s, ·) ∈ C2(A) for each s ∈ S,
∣∣∣Q̂n

∣∣∣
Bb(S×A)

≤ Q̂max and∣∣∣Q̂n −Qπwn
τ

∣∣∣
Bb(S×A)

≤ εcrit.

Assumption 1 allows us to isolate dynamics of training the Gaussian policies πwn . While
one could additionally introduce a parametrised critic and analyse its update jointly with the
actor, we abstract away from the critic dynamics and capture the resulting approximation er-
ror through εcrit. This further allows our results to accommodate general twice-differentiable
Q-function parametrisations, including standard smooth neural network architectures. Assump-
tion 1 holds in many practical implementations when one freezes the policy and performs suf-
ficiently many steps of temporal difference learning and when the parametrisation of the critic
is sufficiently rich.

Assumption 2 (Optimal-occupancy concentrability). There exists A2 < ∞ such that∣∣∣∣∣ddπ
∗

ρ

dρ

∣∣∣∣∣
L2(ρ)

≤ A2.

Assumption 2 is designed to control the distributional shift between the optimal discounted
occupancy measure and the initial state distribution. Such concentrability or distribution-
mismatch conditions are standard in analyses of approximate dynamic programming, off-policy
learning and policy-gradient methods (Munos and Szepesvári, 2008; Chen and Jiang, 2019;
Agarwal et al., 2021). Note that, we require that only the optimal discounted occupancy measure
dπ

∗
ρ has a density with respect to the initial state distribution ρ ∈ P(S) and is square integrable

with respect to ρ which is strictly weaker than imposing a uniform bound in the supremum norm
(Agarwal et al., 2021) and imposing a similar assumption for every encountered policy during
training (Uehara et al., 2020; Munos and Szepesvári, 2008). One case where Assumption 2 holds
is when the transition kernel is square integrable with respect to the initial state distribution
(see Lemma 7). This includes, under appropriate covariance and mean conditions, dynamics
with Gaussian transition noise when the initial state distribution is also Gaussian.

Assumption 3 (Eigenvalues for actor parametrisation). Assume that

λP := λmin

(∫
S
x(s)x(s)⊤ρ(ds)

)
> 0.

Assumption 3 is a standard non-degeneracy condition on the feature map and requires that
the feature covariance matrix under the initial state distribution be positive definite, ensuring
that every direction in the actor parameter space is sufficiently represented under only the initial
state distribution ρ.

8. Main results

While we do not impose any assumptions regarding the realisability of the critic or policy in
the main results, we inevitably must account for the bias that arises when the policy class of
squashed Gaussians are not sufficiently rich enough to represent the target policies.
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Definition 3 (Gaussian approximation error). For each {Q̂n}n≥0, the Gaussian approximation
error to the mirror descent policies {πn}n≥0 is defined as

εnact = min
w∈B(R)

Jn(w, π
n).

Moreover, for any n ≥ 1, we define εapprox(n) = εcrit +
1
n

∑n−1
k=0

(
εkact
) 1

2

In the following results, we denote wn
∗ ∈ argminw∈B(R) Jn(w, π

n), the optimal parameters

w ∈ B(R) for the target at iteration n ∈ N. Theorem 1 establishes the first bound on the value
function optimality gap for Algorithm 1.

Theorem 1. Let Assumptions 1 and 2 hold, let 0 < τλ < 1. Then there exists C < ∞ such
that for all n ≥ 1,

min
0≤r≤n−1

V πwr
τ (ρ)− V π∗

τ (ρ)

≤ C

(
λ

(
1

λ2n
+ 1

)
+

1

n

n−1∑
k=0

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2
+ εapprox(n)

)
.

See Appendix C for a proof.
Theorem 1 shows that, up to approximation errors, the convergence of Algorithm 1 relies on

two components. The first is the actor tracking error, that is how well can performing just one
step of gradient descent on the objective track the evolving target. Secondly, one can see that
the first term yields a constant which can be controlled by λ. Thus if one can also control the
actor tracking error by a function of λ, after a careful fine tuning a convergence rate may be
possible. To that end, as standard in the analyses of coupled actor-critic and online gradient
descent algorithms (Barakat et al., 2022; Olshevsky and Gharesifard, 2023; Mokhtari et al.,
2016), we must establish sufficient regularity of the objective in order to control the tracking
error.

To that end, since in general the reverse KL objective is non-convex, we must derive some
sufficient conditions under which convexity holds. The first step towards doing so is by defining
the following operator.

Definition 4. Let D : A → SM be D(a) := diag(1 − a21, . . . , 1 − a2M ) and for any f ∈ C2(A)
define T : C2(A) → C(A; SM ) by

(T f)(a) := D(a)
1
2∇2

af(a)D(a)
1
2 − 2 diag

(
a1∂a1f(a), . . . , aM∂aM f(a)

)
.

Firstly observe that since f ∈ C2(A), T f is continuous on A and thus T is well defined.
Moreover for any a ∈ A, we can express T component-wise as

(T f)ij(a) =

{
(1− a2i )∂aiaif(a)− 2ai∂aif(a), i = j,√

(1− a2i )(1− a2j ) ∂aiajf(a), i ̸= j.

For the special case of M = 1, T reduces to the classical Legendre differential operator d
da((1−

a2)f ′(a)) (DLMF, §18.8). In the present setting, T provides a convenient way of expressing the
curvature of the actor objective and critic estimate and which in turn allows us to establish
sufficient convexity conditions on the actor objective. Recall that, for each integer k ≥ 1, Sk
denotes the space of real symmetric matrices in Rk×k.

Theorem 2. Let Assumptions 1 and 3 hold and define

R
Q̂
:= sup

n∈N, s∈S, a∈A

∣∣∣T (Q̂n(s, ·))(a)
∣∣∣
op

,

Moreover let 0 < τλ < 1 and cΣ,R := min1≤i≤M

(
1− tanh2(R + σi)

)
(2Φ(1) − 1) with Φ : R →

(0, 1) the standard Gaussian cumulative distribution function. If it holds that

R
Q̂

2
< τ,
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then the functions w 7→ Jn(w, π
n) and w 7→ Jn(w, π

n
G) are (1 − γ)

(
2−

R
Q̂

τ

)
cΣ,RλP -strongly

convex and 2 +
R

Q̂

τ -smooth on B(R) for all n ∈ N.

See Appendix D for a proof.
Theorem 2 demonstrates sufficient conditions under which for any n ∈ N, the actor objective

with mirror descent target w 7→ Jn(w, π
n) is strongly convex on the Euclidean ball of radius

R > 0. Fundamentally speaking, this condition ensures that the Hessian of the actor objective
is uniformly positive definite. Intuitively speaking, the curvature induced by the differential
entropy relative to Lebesgue measure dominates the worst-case adverse curvature introduced by
the critic, thereby preventing the actor objective from developing locally non-convex directions.
See Remark 1 in Appendix D for an explicit example of R

Q̂
for Fourier critic parametrisations

and see Figure 1 for a comparison of training dynamics for the MDP defined in Appendix J in
the cases where the condition in Theorem 2 is satisfied and violated.

With Theorem 2 in hand, we now seek to control the actor tracking error.

Lemma 2 (Actor tracking). Let Assumptions 1 and 3 and the condition of Theorem 2 hold,
and suppose that 0 < h < τ

2τ+R
Q̂
. Then there exists a non-negative constant C1 < ∞ such that

for every n ≥ 1, it holds that

1

n

n−1∑
k=0

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2 ≤ C1

(
1

hn
+

λ

h2

) 1
4

.

See Appendix F for a proof.
Lemma 2 separates the actor optimisation error from the drift of the target and shows that,

when the target policy arises from the mirror-descent update (5), the drift of the target can
be directly controlled through the mirror-descent step size λ > 0. In particular, small λ makes
consecutive target policies closer and therefore allows the actor, despite performing only a single
gradient step per iteration, to track the evolving target more accurately.

However, of course choosing λ arbitrarily small does not come for free. Indeed, Theorem 1
contains the term 1

λn , reflecting the progress made by the underlying mirror-descent updates
that we are approximating. This demonstrates an intrinsic trade off for Algorithm 1 between
smaller values of λ, which produce a slowly moving target that is easier for the actor to track,
and larger values of λ which allow for more aggressive policy improvement but increase the
actor tracking error. Therefore balancing these effects is required to establish a result which
demonstrates convergence up to approximation errors.

It is now worth addressing the behaviour of the actor tracking error when one has the classical
Gibbs target (4) rather than the mirror descent target. For the following corollary and its proof,
{wn}n≥0 denotes the iterates of Algorithm 1 with πn+1 replaced by πn+1

G in the actor update

in Algorithm 1. To that end, for k ≥ 1 let us denote wk
G,∗ = argminw∈B(R) Jk(w, π

k
G), which is

unique under the conditions of Theorem 2.

Corollary 1. Let Assumptions 1 and 3 and the condition of Theorem 2 hold and let 0 < h <
τ

2τ+R
Q̂
. Then there exists CG < ∞ such that, for every n ≥ 1,

1

n

n−1∑
k=1

(
Jk(w

k, πk
G)− Jk(w

k
G,∗, π

k
G)
) 1

2 ≤ CG

(
1

hn
+

1

h2

(
1

τ
+ χλ

)) 1
4

.

The classical Gibbs target incurs the non-vanishing term 1
τ . Consequently, even when the

replay distribution changes slowly, the bound in Corollary 1 does not guarantee that the actor
can track the Gibbs target arbitrarily closely. In contrast, the mirror-descent formulation pro-
vides an explicit mechanism for slowing the evolution of the target to match the optimisation
timescale of the actor. See Figure 2.

Theorem 3. Let Assumptions 1, 2, and 3 hold and suppose that the conditions of Theorem 2

hold. For any integer N ≥ 1, let ϑ := min
{

1
τ ,

1
χ

}
and let {πwr}N−1

r=0 be the iterates of Algorithm
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1 with λ = ϑ

2N
4
5
and 0 < h < τ

2τ+R
Q̂
. Then there exists C < ∞ such that

min
0≤r≤N−1

V πwr
τ (ρ)− V π∗

τ (ρ) ≤ C
(
N− 1

5 + εapprox(N)
)
.

Theorem 3 demonstrates that for a carefully tuned proximal penalty/step-size λ > 0 and
step size h > 0 and any projecting radius R > 0 one can establish a finite time convergence rate
up to approximation errors. One promising route to achieving a faster convergence rate, at the
cost of a more intricate analysis, is by also incorporating the critic dynamics and controlling
the accuracy to which the critic is solved to at each iteration. Another one is to restrict R > δ
for some δ > 0 sufficiently large in order to ensure that the minimisers wn

∗ lie in the interior of
B(R). We do not pursue this here in order to retain generality for every R > 0.

0 2000 4000

26

28

30

32

34

V
π w

n

τ
(ρ

)

(a) |S| = 8, M = 2
εcrit = 0.2

R ̂Q

2 < τ
R ̂Q

2 > τ
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65
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130

(c) |S| = 32, M = 8
εcrit = 0.2
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Actor iterations
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(d) |S| = 8, M = 2
εcrit = 1.5
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Actor iterations
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(e) |S| = 16, M = 4
εcrit = 1.5

0 2000 4000
Actor iterations

100

110

120

130

(f) |S| = 32, M = 8
εcrit = 1.5

Figure 1. Training curves of Algorithm 1 for the MDP in Appendix J, with
varying state-space size |S| and action dimension M , A = (−1, 1)M , and tem-
perature τ = 1. Within each panel, the two critics have equal error εcrit but
different R

Q̂
. The curvature condition of Theorem 2 is satisfied in green and

violated in orange. Curves show means and shaded regions show one standard
deviation across nine paired initialisations.

9. Conclusion and limitations

In this work, we prove convergence guarantees for a mathematical formalisation of Soft Actor
Critic and demonstrate theoretical advantages of having a target policy arising from mirror
descent rather than the classical Gibbs measure.

While the results in this work can be directly demonstrated in simplified settings (see Figures 1
and 2), the analysis is only performed in the population setting and thus the effect of sampling
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Figure 2. Averaged actor tracking error en :=
1
n

∑
k<n

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2 against the mirror-descent step size λ
for the MDP defined in Appendix J with exact critics, evaluated at four actor
budgets n (light to dark). Solid lines use the mirror-descent target (5) and
dashed lines the Gibbs target (4) at the same budget. For the Gibbs target λ
does not enter (4) itself, only the replay dynamics of Definition 5. See Appendix
J for more details.

remains open. Moreover, we do not incorporate explicit critic dynamics in this work which
remains a challenging direction for future work.
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Denis Zorba, David Šǐska, and Lukasz Szpruch. Mirror descent actor-critic methods for entropy
regularised MDPs in general spaces: stability and convergence, 2026. URL https://arxiv.

org/abs/2602.10838.

Appendix A. Notation
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measurable functions f : E → R, endowed with the supremum norm

|f |Bb(E) := sup
x∈E

|f(x)|.

We denote by M(E) the space of finite signed measures on E, endowed with the total variation
norm

|µ|M(E) := sup
|f |Bb(E)≤1

∣∣∣∣∫
E
f(x)µ(dx)

∣∣∣∣ ,
and by P(E) ⊂ M(E) the set of probability measures on E. For Polish spaces E and F , P(E|F )
denotes the set of probability kernels from F to E. For µ, ν ∈ P(E), their relative entropy is

KL(µ|ν) :=
∫
E
log

dµ

dν
(x)µ(dx)

when µ is absolutely continuous with respect to ν, and KL(µ|ν) := +∞ otherwise. For µ ∈ P(E)

and a fixed σ-finite reference measure ν on E, the entropy is H(µ) := −
∫
E log dµ

dν (x)µ(dx) when
µ is absolutely continuous with respect to ν and the integral is well defined, and −∞ when it
is not absolutely continuous; the reference measure is Λ on A and ΛRM for the Gaussian laws
on RM . Given p ≥ 1, a measure µ ∈ P(E), and a measurable function f : E → R, we write

|f |Lp(µ) :=

(∫
E
|f(x)|pµ(dx)

) 1
p

.

We let N := {0, 1, 2, . . .}. For any k ∈ N with k ≥ 1, we denote the Euclidean inner product

on Rk by ⟨·, ·⟩ with norm denoted by | · |2, and we write |z|1 :=
∑k

i=1 |zi| for the ℓ1 norm. We

denote the Euclidean ball of radius R > 0 in Rd by B(R) := {w ∈ Rd : |w|2 ≤ R}. We denote
by Sk the space of real symmetric k × k matrices and by Ik the k × k identity matrix. For a
real matrix H, its Euclidean operator norm is

|H|op := sup
|v|2=1

|Hv|2.

For H ∈ Sk, λmin(H) denotes its minimum eigenvalue. Given H,G ∈ Sk, we write H ⪯ G if
G−H is positive semidefinite and H ≺ G if G−H is positive definite. For z = (z1, . . . , zk) ∈ Rk,
diag(z1, . . . , zk) denotes the k × k diagonal matrix with diagonal entries z1, . . . , zk.

For an open set U ⊂ Rk, C2(U) denotes the space of twice continuously differentiable real-
valued functions on U . For a Polish space E, C(E;Sk) denotes the space of continuous functions
from E to Sk.

To ease notation, for each π ∈ P(A|S), s ∈ S and a ∈ A we define Pπ(ds
′|s) :=

∫
A P (ds′|s, a)π(da|s)

and P π(ds′, da′|s, a) := P (ds′|s, a)π(da′|s′).

Appendix B. Background

The state-occupancy kernel dπ ∈ P(S|S) is defined by

dπ(ds′|s) = (1− γ)
∞∑
n=0

γnPn
π (ds

′|s) ,

where Pn
π is the n-times product of the kernel Pπ with P 0

π (ds
′|s) := δs(ds

′). Given any state
distribution ρ ∈ P(S), we define the state-occupancy measure as

dπρ (ds) =

∫
S
dπ(ds|s′)ρ(ds′). (6)

Definition 5. Let ρ ∈ P(S) be an initial-state distribution, let χ > 0, and suppose that
0 < χλ ≤ 1. Given a sequence of policies {πwn}n≥0, define the sequence of replay distributions
{ρn}n≥0 ⊂ P(S) recursively by

ρ0 := ρ, ρn+1 := (1− χλ)ρn + χλdπwn
ρ , n ≥ 0.
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Equivalently, for every n ≥ 1,

ρn = (1− χλ)nρ+ χλ
n−1∑
j=0

(1− χλ)n−1−jd
π
wj

ρ .

Lemma 3. For every n ≥ 0, the replay measure satisfies

ρn ≥ (1− γ)ρ,

λmin

(∫
S
x(s)x(s)⊤ρn(ds)

)
≥ (1− γ)λP .

Proof of Lemma 3. Recall that ρn+1 := (1− χλ)ρn + χλdπwn
ρ . Let β := 1− χλ. Unrolling this

gives

ρn = βnρ+ (1− β)
n−1∑
j=0

βn−1−jd
π
wj

ρ .

Since dπρ ≥ (1− γ)ρ for every policy π,

ρn ≥
(
βn + (1− γ)(1− βn)

)
ρ ≥ (1− γ)ρ.

Finally, for any v ∈ Rd,

v⊤
(∫

S
x(s)x(s)⊤ρn(ds)

)
v ≥ (1− γ)v⊤

(∫
S
x(s)x(s)⊤ρ(ds)

)
v,

which concludes the proof. □

We recall the dynamic programming principle from (Kerimkulov et al., 2026, Appendix B).

Theorem 4 (Dynamic Programming Principle). Let τ > 0. The optimal value function V ∗
τ is

the unique bounded solution of the following Bellman equation:

V ∗
τ (s) = −τ log

∫
A
exp

(
−1

τ
Q∗

τ (s, a)

)
Λ(da),

where Q∗
τ ∈ Bb(S ×A) is defined by

Q∗
τ (s, a) = c(s, a) + γ

∫
S
V ∗
τ (s

′)P (ds′|s, a) , ∀(s, a) ∈ S ×A .

Moreover, there is an optimal policy π∗ ∈ P(A|S) given by

π∗(da|s) = exp

(
−1

τ
(Q∗

τ (s, a)− V ∗
τ (s))

)
Λ(da) , ∀s ∈ S. (7)

Finally, for every π ∈ P(A|S) with H(π(·|·)) ∈ Bb(S), the value function V π
τ is the unique

bounded solution of the following Bellman equation for all s ∈ S

V π
τ (s) =

∫
A

(
Qπ

τ (s, a) + τ log
dπ

dΛ
(s, a)

)
π(da|s) .

We now prove a performance difference lemma for policies with possibly unbounded log
densities but with bounded entropy.

Lemma 4 (Performance difference). For every ρ ∈ P(S) and every π ∈ P(A|S) such that
V π
τ ∈ Bb(S) and H(π(·|·)) ∈ Bb(S), it holds that

V π
τ (ρ)− V π∗

τ (ρ)

=
1

1− γ

∫
S

(∫
A
Qπ

τ (s, a)(π − π∗)(da|s) + τ (H(π∗(·|s))−H(π(·|s)))

)
dπ

∗
ρ (ds).
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Proof. Fix ρ ∈ P(S) and π ∈ P(A|S). By Theorem 4, for all s ∈ S it holds that∫
A
Qπ

τ (s, a)(π − π∗)(da|s) + τ (H(π∗(·|s))−H(π(·|s)))

=

(∫
A
Qπ

τ (s, a)π(da|s)− τH(π(·|s))
)
−
(∫

A
Qπ

τ (s, a)π
∗(da|s)− τH(π∗(·|s))

)
= V π

τ (s)− V π∗
τ (s)−

∫
A

(
Qπ

τ −Qπ∗
τ

)
(s, a)π∗(da|s)

= V π
τ (s)− V π∗

τ (s)− γ

∫
S

(
V π
τ (s′)− V π∗

τ (s′)
)
Pπ∗(ds′|s),

where in the second equality we used that V π
τ (s) =

∫
AQπ

τ (s, a)π(da|s)−τH(π(·|s)). In the third

equality, we used the definition of the state-action value function in (1). Now set f := V π
τ −V π∗

τ

and let g denote the left hand side. By assumption we have V π
τ ∈ Bb(S) and by the Bellman

principle, since c ∈ Bb(S ×A), we have V π∗
τ ∈ Bb(S) and thus f ∈ Bb(S).

Similarly, since V π
τ ∈ Bb(S) it holds that Qπ

τ ∈ Bb(S × A) and H(π(·|·)) ∈ Bb(S). By the
Bellman principle, it also holds that H(π∗(·|·)) ∈ Bb(S). Therefore, by Kerimkulov et al. (2026,
Lemma 3.2), for all s ∈ S it holds that

V π
τ (s)− V π∗

τ (s) =
1

1− γ

∫
S
g(s′)dπ

∗
(ds′|s).

Integrating both sides with respect to ρ and using the definition of the state occupancy measure
in (6) concludes the proof. □

Define

MΛ =

{
m ∈ P(A) : log

dm

dΛ
∈ Bb(A)

}
,

and notice that this is a convex subset of P(A). A proof of the following classical three-point
lemma can be found in (Aubin-Frankowski et al., 2022).

Lemma 6 (Three point lemma/Bregman proximal inequality). Let G : MΛ → R be convex.
For all m′ ∈ MΛ let

m∗ = argmin
m∈MΛ

{
G(m) + KL(m|m′)

}
.

Then for all m ∈ MΛ we have

G(m) + KL(m|m′) ≥ G(m∗) + KL(m|m∗) + KL(m∗|m′)

Appendix C. Proof of Theorem 1

Proof. For some λ > 0 with 1− τλ ∈ (0, 1) and for all n ≥ 0 and s ∈ S, recall that

πn+1(·|s) = argmin
m∈P(A)

{∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
m(da) +

1

λ
KL(m|πn(·|s))

}
.

By (7) and (46), π∗(·|s), πn(·|s), πn+1(·|s) ∈ MΛ, and the minimiser in the preceding display
belongs to MΛ. The Three Point Lemma (Lemma 6 with m = π∗(·|s)) yields∫

A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − π∗)(da|s) (8)

≤ 1

λ

(
KL(π∗|πn)(s)−KL(π∗|πn+1)(s)−KL(πn+1|πn)(s)

)
+

∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − πn+1)(da|s).

We will now lower bound the left hand side. Firstly recall the standard identity∫
A
log

dπn

dΛ
(s, a)π∗(da|s) = −H(π∗(·|s))−KL(π∗(·|s)|πn(·|s)).
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Consequently,∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

=

∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − π∗)(da|s)− τ KL(π∗|πn)(s)

≤
∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − π∗)(da|s),

Therefore (8) becomes∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s))) (9)

≤ 1

λ

(
KL(π∗|πn)(s)−KL(π∗|πn+1)(s)−KL(πn+1|πn)(s)

)
+

∫
A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − πn+1)(da|s).

Now we seek to upper bound the final term on the right hand side of (9). By Pinsker’s inequality,
it holds that ∫

A

(
Q̂n(s, a) + τ log

dπn

dΛ
(s, a)

)
(πn − πn+1)(da|s)

≤

(
Q̂max + τ sup

n∈N

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

)∣∣πn+1(·|s)− πn(·|s)
∣∣
M(A)

≤
(
Q̂max + τClog

)√
2KL(πn+1(·|s)|πn(·|s))

where we used that supn∈N
∣∣log dπn

dΛ

∣∣
Bb(S×A)

≤ 2Q̂max

τ := Clog by (47). Now, by Young’s inequal-

ity in the form ab ≤ λ
2a

2 + 1
2λb

2, with a = Q̂max + τClog and b =
√

2KL(πn+1(·|s)|πn(·|s)), we
obtain (

Q̂max + τClog

)√
2KL(πn+1(·|s)|πn(·|s))− KL(πn+1(·|s)|πn(·|s))

λ

≤ λ

2

(
Q̂max + τClog

)2
+

1

2λ

(√
2KL(πn+1(·|s)|πn(·|s))

)2
− KL(πn+1(·|s)|πn(·|s))

λ

=
λ

2

(
Q̂max + τClog

)2
+

KL(πn+1(·|s)|πn(·|s))
λ

− KL(πn+1(·|s)|πn(·|s))
λ

=
λ

2

(
Q̂max + τClog

)2
.

Therefore (9) simplifies to∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

≤ 1

λ

(
KL(π∗|πn)(s)−KL(π∗|πn+1)(s)

)
+

λ

2

(
Q̂max + τClog

)2
.

Therefore after integrating over S with respect to dπ
∗

ρ ∈ P(S) and summing over k = 0, ..., n−1
we arrive at

n−1∑
k=0

(∫
S

(∫
A
Q̂k(s, a)(πk − π∗)(da|s) + τ

(
H(π∗(·|s))−H(πk(·|s))

))
dπ

∗
ρ (ds)

)
(10)

≤ 1

λ

∫
S
KL(π∗|π0)(s)dπ

∗
ρ (ds) +

nλ

2

(
Q̂max + τClog

)2
,
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Now we turn to the performance difference lemma (Lemma 4) for between πwn and π∗, which
states that

(
V πwn
τ (ρ)− V π∗

τ (ρ)
)

=
1

1− γ

∫
S

(∫
A
Qπwn

τ (s, a)(πwn − π∗)(da|s) + τ (H(π∗(·|s))−H(πwn(·|s)))

)
dπ

∗
ρ (ds).

Adding and subtracting Q̂n and using Assumption 1, it holds that

(
V πwn
τ (ρ)− V π∗

τ (ρ)
)

≤ 1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πwn − π∗)(da|s) + τ (H(π∗(·|s))−H(πwn(·|s)))

)
dπ

∗
ρ (ds)

+
2εcrit
1− γ

.

Furthermore adding and subtracting πn and H(πn(·|s)) we arrive at

V πwn
τ (ρ)− V π∗

τ (ρ)

≤ 1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

)
dπ

∗
ρ (ds)

+
1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πwn − πn)(da|s) + τ (H(πn(·|s))−H(πwn(·|s)))

)
dπ

∗
ρ (ds)

+
2εcrit
1− γ

. (11)

To bound the second term on the right hand side, observe that by Theorem 5 and Pinsker’s
inequality, it holds that

∫
A
Q̂n(s, a)(πwn − πn)(da|s) + τ (H(πn(·|s))−H(πwn(·|s)))

≤ Q̂max |πwn(·|s)− πn(·|s)|M(A) + τCKLKL(πwn(·|s)|πn(·|s))
1
2

≤ (
√
2Q̂max + τCKL)KL(πwn(·|s)|πn(·|s))

1
2 .

Therefore after integrating over S with respect to dπ
∗

ρ it also holds that

∫
S

(∫
A
Q̂n(s, a)(πwn − πn)(da|s) + τ (H(πn(·|s))−H(πwn(·|s)))

)
dπ

∗
ρ (ds)

≤ (
√
2Q̂max + τCKL)

∫
S
KL(πwn(·|s)|πn(·|s))

1
2dπ

∗
ρ (ds).
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By Holder’s inequality and assumption 2, it holds that

∫
S
KL(πwn(·|s)|πn(·|s))

1
2dπ

∗
ρ (ds) (12)

=

∫
S
KL(πwn(·|s)|πn(·|s))

1
2
ddπ

∗
ρ

dρ
(s)ρ(ds)

≤
(∫

S
KL(πwn(·|s)|πn(·|s))ρ(ds)

) 1
2

∫
S

(
ddπ

∗
ρ

dρ
(s)

)2

ρ(ds)

 1
2

=

∣∣∣∣∣ddπ
∗

ρ

dρ

∣∣∣∣∣
L2(ρ)

(∫
S
KL(πwn(·|s)|πn(·|s))ρ(ds)

) 1
2

≤ 1√
1− γ

∣∣∣∣∣ddπ
∗

ρ

dρ

∣∣∣∣∣
L2(ρ)

(∫
S
KL(πwn(·|s)|πn(·|s))ρn(ds)

) 1
2

=
1√
1− γ

∣∣∣∣∣ddπ
∗

ρ

dρ

∣∣∣∣∣
L2(ρ)

Jn(w
n, πn)

1
2

≤ A2√
1− γ

Jn(w
n, πn)

1
2

Hence substituting (12) into (11) it holds that

V πwn
τ (ρ)− V π∗

τ (ρ)

≤ 1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

)
dπ

∗
ρ (ds)

+
A2(

√
2Q̂max + τCKL)

(1− γ)
3
2

Jn(w
n, πn)

1
2 +

2εcrit
1− γ

Now let wn
∗ ∈ argminw∈B(R) Jn(w, π

n). Adding and subtracting Jn(w
n
∗ , π

n) and using that

(a+ b)
1
2 ≤ a

1
2 + b

1
2 for any non-negative a, b it holds that

V πwn
τ (ρ)− V π∗

τ (ρ)

≤ 1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

)
dπ

∗
ρ (ds)

+
A2(

√
2Q̂max + τCKL)

(1− γ)
3
2

(Jn(w
n, πn)− Jn(w

n
∗ , π

n) + Jn(w
n
∗ , π

n))
1
2 +

2εcrit
1− γ

≤ 1

1− γ

∫
S

(∫
A
Q̂n(s, a)(πn − π∗)(da|s) + τ (H(π∗(·|s))−H(πn(·|s)))

)
dπ

∗
ρ (ds)

+
A2(

√
2Q̂max + τCKL)

(1− γ)
3
2

(
(Jn(w

n, πn)− Jn(w
n
∗ , π

n))
1
2 + Jn(w

n
∗ , π

n)
1
2

)
+

2εcrit
1− γ

.
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Summing over k = 0, . . . , n− 1 for any n ∈ N it holds that

n−1∑
k=0

(
V

π
wk

τ (ρ)− V π∗
τ (ρ)

)
≤ 1

1− γ

n−1∑
k=0

∫
S

(∫
A
Q̂k(s, a)(πk − π∗)(da|s) + τ

(
H(π∗(·|s))−H(πk(·|s))

))
dπ

∗
ρ (ds)

+
A2(

√
2Q̂max + τCKL)

(1− γ)
3
2

n−1∑
k=0

((
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2
+ Jk(w

k
∗ , π

k)
1
2

)
+

2εcritn

1− γ
.

Substituting in (10), we arrive at

n−1∑
k=0

(
V

π
wk

τ (ρ)− V π∗
τ (ρ)

)
≤ 1

λ(1− γ)

∫
S
KL(π∗|π0)(s)dπ

∗
ρ (ds) +

nλ

2(1− γ)

(
Q̂max + τClog

)2
+

A2(
√
2Q̂max + τCKL)

(1− γ)
3
2

n−1∑
k=0

((
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2
+ Jk(w

k
∗ , π

k)
1
2

)
+

2εcritn

1− γ
.

Dividing through by n > 0, using that the minimum is less than the average and Jk(w
k
∗ , π

k) =
εkact, we arrive at

min
0≤r≤n−1

V πwr
τ (ρ)− V π∗

τ (ρ)

≤ 1

λ(1− γ)n

∫
S
KL(π∗|π0)(s)dπ

∗
ρ (ds) +

λ

2(1− γ)

(
Q̂max + τClog

)2
+

A2(
√
2Q̂max + τCKL)

(1− γ)
3
2n

n−1∑
k=0

((
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2
+ (εkact)

1
2

)
+

2εcrit
1− γ

≤ C

(
1

λn
+ λ+

1

n

n−1∑
k=0

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2
+ εapprox(n)

)
,

where

C := max

{
1

1− γ

∫
S
KL(π∗|π0)(s)dπ

∗
ρ (ds),

(Q̂max + τClog)
2

2(1− γ)
,

A2(
√
2Q̂max + τCKL)

(1− γ)
3
2

,
2

1− γ

}
.

□

Appendix D. Proof of Theorem 2

Proof. For any n ∈ N and w ∈ B(R), recall that

Jn+1(w, π
n+1) =

∫
S
KL(πw(·|s)|πn+1(·|s))ρn+1(ds).

Focusing on the integrand, by Lemma 1, for every s ∈ S it holds that

KL(πw(·|s)|πn+1(·|s)) = KL
(
(tanh)#qw(·|s)|πn+1(·|s)

)
(13)

= KL
(
qw(·|s)|

(
tanh−1

)
#
πn+1(·|s)

)
.

Let ΛRM denote Lebesgue measure on RM . Since tanh : RM → A is a measurable bijection
with measurable inverse, performing the change of variable a = tanhu with u ∈ RM , for every
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B ∈ B(RM ) it holds that(
(tanh−1)#π

n+1
)
(B|s) = πn+1(tanh(B)|s)

=

∫
tanh(B)

dπn+1

dΛ
(s, a)Λ(da)

=

∫
B

dπn+1

dΛ
(s, tanhu)2−M detD(tanhu)ΛRM (du).

Thus it holds that

d
(
tanh−1

)
#
πn+1

dΛRM

(s, u) =
detD(tanhu)

2M
dπn+1

dΛ
(s, tanhu) (14)

=
detD(tanhu)

2MZn+1(s)
exp

(
−λ

n∑
k=0

(1− τλ)n−kQ̂k(s, tanhu)

)
,

such that Zn+1(s) :=
∫
A exp

(
−λ
∑n

k=0(1− τλ)n−kQ̂k(s, a)
)
Λ(da). To ease notation, let

Fn(s, u) := λ

n∑
k=0

(1− τλ)n−kQ̂k(s, tanhu).

Starting from (13) we therefore have that

KL(πw(·|s)|πn+1(·|s))

= KL
(
qw(·|s)|

(
tanh−1

)
#
πn+1(·|s)

)
=

∫
RM

log
dqw

d
(
tanh−1

)
#
πn+1

(s, u)qw(du|s)

=

∫
RM

log

(
dqw
dΛRM

(s, u)
dΛRM

d
(
tanh−1

)
#
πn+1

(s, u)

)
qw(du|s)

=

∫
RM

log
dqw
dΛRM

(s, u)qw(du|s)−
∫
RM

log
d
(
tanh−1

)
#
πn+1

dΛRM

(s, u)qw(du|s)

= −H(qw(·|s)) +
∫
RM

(
log
(
2MZn+1(s)

)
+ Fn(s, u)− log detD(tanhu)

)
qw(du|s)

= −H(qw(·|s)) + log
(
2MZn+1(s)

)
+

∫
RM

(
2

M∑
i=1

log coshui + Fn(s, u)

)
qw(du|s)

=

∫
RM

(
2

M∑
i=1

log coshui + Fn(s, u)

)
qw(du|s) + log

2MZn+1(s)

(2π)
M
2

√
detΣ

− M

2
, (15)

where in the fifth equality we used (14) and the definition of the entropy H(qw(·|s)). In the

sixth equality we used detD(tanhu) =
∏M

i=1 cosh
−2 ui and in the final equality we used that

H(qw(·|s)) = log((2π)
M
2

√
detΣ) + M

2 . We now further ease notation through

F̃n(s, u) := 2

M∑
i=1

log coshui + Fn(s, u), Cn :=

∫
S

(
log

2MZn+1(s)

(2π)
M
2

√
detΣ

− M

2

)
ρn+1(ds).

Therefore integrating (15) over S with respect to ρn+1 it holds that

Jn+1(w, π
n+1) =

∫
S

∫
RM

F̃n(s, u)qw(du|s)ρn+1(ds) + Cn.
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Now recall that for f ∈ C2(A) and a = tanhu, the definition of T and the chain rule give,
for every i, j ∈ {1, . . . ,M},

∂uiuj (f(tanhu)) = (1− a2i )(1− a2j )∂aiajf(a)− 21{i=j}ai(1− a2i )∂aif(a),

∇2
u(f(tanhu)) = D(a)

1
2 (T f)(a)D(a)

1
2 .

Moreover recall that R
Q̂
= supk∈N, s∈S, a∈A |T (Q̂k(s, ·))(a)|op. Since 0 ≺ D(a) ⪯ IM , it there-

fore holds that

∇2
uF̃n(s, u) = D(a)

1
2

(
2IM + λ

n∑
k=0

(1− τλ)n−kT (Q̂k(s, ·))(a)

)
D(a)

1
2

⪰

(
2−R

Q̂
λ

n∑
k=0

(1− τλ)n−k

)
D(a).

Analogously it also holds that

∇2
uF̃n(s, u) = D(a)

1
2

(
2IM + λ

n∑
k=0

(1− τλ)n−kT (Q̂k(s, ·))(a)

)
D(a)

1
2

⪯

(
2 +R

Q̂
λ

n∑
k=0

(1− τλ)n−k

)
D(a).

and thus after using that λ
∑n

k=0(1− τλ)n−k ≤ 1
τ , for all s ∈ S and u ∈ RM it holds that(

2−
R

Q̂

τ

)
D(a) ⪯ ∇2

uF̃n(s, u) ⪯

(
2 +

R
Q̂

τ

)
D(a).

Since a = tanhu, we may write these bounds as(
2−

R
Q̂

τ

)
D(tanhu) ⪯ ∇2

uF̃n(s, u) ⪯

(
2 +

R
Q̂

τ

)
D(tanhu). (16)

Now we have upper and lower bounds on the Hessian of F̃n, we translate these into upper and

lower bounds on the Hessian of the objective Jn+1(w, π
n+1) =

∫
S

∫
RM F̃n(s, u)qw(du|s)ρn+1(ds)+

Cn. On that end, firstly observe that after performing the change of variable u = mw(s) +Σ
1
2 z

it holds that ∫
RM

F̃n(s, u)qw(du|s) =
∫
RM

F̃n(s,mw(s) + Σ
1
2 z)q1(dz).

Applying the chain rule twice (after recalling that mw(s) = x(s)⊤w) yields

∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)

= x(s)

(∫
RM

∇2
uF̃n(s, u)

∣∣∣
u=mw(s)+Σ

1
2 z

q1(dz)

)
x(s)⊤.

Consequently, for every v ∈ Rd, it holds that

v⊤∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)
v (17)

=

∫
RM

(x(s)⊤v)⊤ ∇2
uF̃n(s, u)

∣∣∣
u=mw(s)+Σ

1
2 z

(x(s)⊤v)q1(dz).

Now we apply the lower bound in (16) at u = mw(s) + Σ
1
2 z to arrive at

v⊤∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)
v (18)

≥

(
2−

R
Q̂

τ

)
M∑
i=1

(x(s)⊤v)2i

∫
RM

(
1− tanh2(mw(s)i + σizi)

)
q1(dz).
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It thus remains to lower bound each integral
∫
RM (1− tanh2(mw(s)i+σizi))q

1(dz). To that end,

since the integrand is non-negative and r 7→ 1 − tanh2 r is even and decreasing for r ≥ 0, for
every i ∈ {1, . . . ,M}, w ∈ B(R) and s ∈ S, it holds that∫

RM

(
1− tanh2(mw(s)i + σizi)

)
q1(dz) ≥

∫
{z∈RM :|zi|≤1}

(
1− tanh2(mw(s)i + σizi)

)
q1(dz)

≥
(
1− tanh2(R + σi)

) ∫
{z∈RM :|zi|≤1}

q1(dz)

=
(
1− tanh2(R + σi)

)
P(|Zi| ≤ 1)

=
(
1− tanh2(R + σi)

)
(2Φ(1)− 1).

Here Z ∼ q1, Φ is the standard univariate Gaussian distribution function, and |mw(s)i| ≤
|x(s)⊤w|2 ≤ R. Taking the minimum of these lower bounds over i gives∫

RM

(
1− tanh2(mw(s)i + σizi)

)
q1(dz) ≥ cΣ,R

= min
1≤j≤M

(
1− tanh2(R + σj)

)
(2Φ(1)− 1) > 0.

Let cΣ,R := min1≤j≤M

(
1− tanh2(R + σj)

)
(2Φ(1)− 1). (18) becomes

v⊤∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)
v ≥

(
2−

R
Q̂

τ

)
cΣ,R|x(s)⊤v|22. (19)

Integrating (19) over S with respect to ρn+1 gives

v⊤∇2
wJn+1(w, π

n+1)v ≥

(
2−

R
Q̂

τ

)
cΣ,R

∫
S
|x(s)⊤v|22ρn+1(ds) (20)

=

(
2−

R
Q̂

τ

)
cΣ,Rv

⊤
(∫

S
x(s)x(s)⊤ρn+1(ds)

)
v

≥ (1− γ)

(
2−

R
Q̂

τ

)
cΣ,Rv

⊤
(∫

S
x(s)x(s)⊤ρ(ds)

)
v

≥ (1− γ)

(
2−

R
Q̂

τ

)
cΣ,RλP |v|22,

where we used Lemma 3 in the second inequality and Assumption 3 in the final inequality. Thus
(20) implies that the Hessian of w 7→ Jn+1(w, π

n+1) has a minimum eigenvalue bounded from

below by (1 − γ)λP (2 −
R

Q̂

τ )cΣ,R for all n ∈ N, which in turn implies that w 7→ Jn+1(w, π
n+1)

is (1− γ)λP (2−
R

Q̂

τ )cΣ,R-strongly convex for all n ∈ N and w ∈ B(R).
Now we turn to analogously demonstrate smoothness. Using the upper bound in (16) in (17),

we have

v⊤∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)
v

≤

(
2 +

R
Q̂

τ

)
M∑
i=1

(x(s)⊤v)2i

∫
RM

(
1− tanh2(mw(s)i + σizi)

)
q1(dz).

Since 1 − tanh2 ui ≤ 1 and q1 is a probability measure, it holds that
∫
RM (1 − tanh2(mw(s)i +

σizi))q
1(dz) ≤ 1 for every i. Hence it holds that

v⊤∇2
w

(∫
RM

F̃n(s, u)qw(du|s)
)
v ≤

(
2 +

R
Q̂

τ

)
|x(s)⊤v|22. (21)
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Integrating (21) over S with respect to ρn+1 gives

v⊤∇2
wJn+1(w, π

n+1)v ≤

(
2 +

R
Q̂

τ

)∫
S
|x(s)⊤v|22ρn+1(ds)

≤

(
2 +

R
Q̂

τ

)
|v|22,

where the final inequality follows from |x(s)|op ≤ 1 for all s ∈ S. Thus, the maximum eigenvalue

of the Hessian of w 7→ Jn+1(w, π
n+1) is bounded from above by 2+

R
Q̂

τ uniformly over n ∈ N and

w ∈ B(R). Hence, w 7→ Jn+1(w, π
n+1) is 2 +

R
Q̂

τ -smooth. For the Gibbs target (4), the same

calculations hold with Fn(s, u) = 1
τ Q̂

n(s, tanhu). Since |T (Q̂n(s, ·))(a)|op ≤ R
Q̂
, the bound

(16) still holds, and the remaining argument gives the same strong-convexity and smoothness
constants for w 7→ Jn+1(w, π

n+1
G ). □

Remark 1 (Linear Fourier critic). Suppose that Q̂n(s, a) = (θn)⊤ξ(s, a), where |θn|2 ≤ C and
ξ = (ξ1, . . . , ξK) with ξj(s, a) = ϕj(s) cos(ω

⊤
j a) with ωj ∈ RM and |ϕj(s)| ≤ 1. A direct

calculation gives that for each s ∈ S and a ∈ A, |∇aξj(s, a)|2 ≤ |ωj |2 and |∇2
aξj(s, a)|op ≤ |ωj |22.

Therefore it also holds that

|T ξj(s, ·)(a)|op ≤ |D(a)
1
2 |2op|∇2

aξj(s, a)|op + 2 max
1≤i≤M

|ai∂aiξj(s, a)|

≤ |ωj |22 + 2|ωj |2.
Hence we have

|T Q̂n(s, ·)(a)|op ≤
K∑
j=1

|θnj ||T ξj(s, ·)(a)|op ≤ C

 K∑
j=1

(
|ωj |22 + 2|ωj |2

)2 1
2

.

Thus the conditions of Theorem 2 is satisfied whenever K∑
j=1

(|ωj |22 + 2|ωj |2)2
 1

2

<
2τ

C
.

Appendix E. Proof of Lemma 9

Lemma 9. Let Assumptions 1 and 3 and the condition of Theorem 2 hold and let 0 < χλ ≤ 1.
Then for all n ∈ N it holds that

|wn+1
∗ − wn

∗ |22 ≤ Cdriftλ

such that Cdrift =
1
κ

(
16Q̂max + 4χ

(
KΣ,R + 2Q̂max

τ

))
and κ := (1− γ)

(
2−

R
Q̂

τ

)
cΣ,RλP .

Proof. Firstly define Dn(w) := Jn+1(w, π
n+1) − Jn(w, π

n) for any w ∈ B(R) and observe that
by Theorem 2, w 7→ Jn(w, π

n) is κ-strongly convex for all w ∈ B(R) and n ∈ N, which implies
that

κ

2
|wn+1

∗ − wn
∗ |22 ≤ Jn+1(w

n
∗ , π

n+1)− Jn+1(w
n+1
∗ , πn+1). (22)

Moreover since Jn+1(w
n
∗ , π

n+1) − Jn+1(w
n+1
∗ , πn+1) ≤ Dn(w

n
∗ ) − Dn(w

n+1
∗ ) for any n ∈ N, it

suffices to bound Dn(w
n
∗ )−Dn(w

n+1
∗ ). To that end define

ln(s, a) := log
dπn

dΛ
(s, a)−

∫
A
log

dπn

dΛ
(s, a′)Λ(da′)

Observe that by (46), a direct calculation yields

ln+1(s, a) = (1− τλ)ln(s, a)− λ

(
Q̂n(s, a)−

∫
A
Q̂n(s, a′)π0(da′|s)

)
.
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Subtracting ln from both sides for each s ∈ S and a ∈ A gives

ln+1(s, a)− ln(s, a) = −τλln(s, a)− λ

(
Q̂n(s, a)−

∫
A
Q̂n(s, a′)π0(da′|s)

)
.

Taking absolute values and using the triangle inequality, we obtain

|ln+1(s, a)− ln(s, a)| ≤ τλ|ln(s, a)|+ λ

∣∣∣∣Q̂n(s, a)−
∫
A
Q̂n(s, a′)π0(da′|s)

∣∣∣∣ . (23)

Moreover observe that∣∣∣∣Q̂n(s, a)−
∫
A
Q̂n(s, a′)π0(da′|s)

∣∣∣∣ ≤ |Q̂n(s, a)|+
∫
A
|Q̂n(s, a′)|π0(da′|s)

≤ 2|Q̂n|Bb(S×A)

≤ 2Q̂max,

Thus, for all n ∈ N, (23) becomes

|ln+1 − ln|Bb(S×A) ≤ λ
(
τ |ln|Bb(S×A) + 2Q̂max

)
. (24)

By (46), Λ(A) = 1 and the triangle inequality, it holds that

|ln|Bb(S×A) ≤ 2Q̂maxλ
n∑

k=1

(1− τλ)n−k ≤ 2Q̂max

τ
.

Substituting this into (24), we obtain

|ln+1 − ln|Bb(S×A) ≤ λ

(
τ

(
2Q̂max

τ

)
+ 2Q̂max

)
(25)

= 4λQ̂max.

Thus for every w,w′ ∈ B(R) and n ∈ N, by (25) it holds that∣∣(Jn+1(w, π
n+1)− Jn+1(w, π

n)
)
−
(
Jn+1(w

′, πn+1)− Jn+1(w
′, πn)

)∣∣ (26)

=

∣∣∣∣∫
S

∫
A
(ln(s, a)− ln+1(s, a)) (πw − πw′)(da|s)ρn+1(ds)

∣∣∣∣
≤ 2 |ln+1 − ln|Bb(S×A)

≤ 8λQ̂max.

Now recall that by the proof of Theorem 5, for all n ∈ N it holds that KL(πw(·|s)|πn(·|s)) ≤
KΣ,R + 2Q̂max

τ =: MJ for all s ∈ S. Moreover, by definition of the replay distribution we have
ρn+1 − ρn = χλ(dπwn

ρ − ρn). Thus it follows that∣∣(Jn+1(w, π
n)− Jn(w, π

n))−
(
Jn+1(w

′, πn)− Jn(w
′, πn)

)∣∣ (27)

=

∣∣∣∣∫
S
KL(πw(·|s)|πn(·|s))(ρn+1 − ρn)(ds)−

∫
S
KL(πw′(·|s)|πn(·|s))(ρn+1 − ρn)(ds)

∣∣∣∣
= χλ

∣∣∣∣∫
S
(KL(πw(·|s)|πn(·|s))−KL(πw′(·|s)|πn(·|s))) dπwn

ρ (ds)

−
∫
S
(KL(πw(·|s)|πn(·|s))−KL(πw′(·|s)|πn(·|s))) ρn(ds)

∣∣∣∣
≤ 2χλMJ .

Now define Dn(w) := Jn+1(w, π
n+1)− Jn(w, π

n). Combining (26) and (27) yields

|Dn(w)−Dn(w
′)| ≤ λ

(
8Q̂max + 2χMJ

)
. (28)
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Now observe that, since w 7→ Jn+1(w, π
n+1) is κ-strongly convex onB(R) and wn+1

∗ minimises
w 7→ Jn+1(w, π

n+1) over B(R), we have

κ

2
|wn+1

∗ − wn
∗ |22 ≤ Jn+1(w

n
∗ , π

n+1)− Jn+1(w
n+1
∗ , πn+1).

Adding and subtracting Jn(w
n
∗ , π

n) and Jn(w
n+1
∗ , πn) and using (28) yields

Jn+1(w
n
∗ , π

n+1)− Jn+1(w
n+1
∗ , πn+1) ≤ Dn(w

n
∗ )−Dn(w

n+1
∗ ) ≤ λ

(
8Q̂max + 2χMJ

)
. (29)

Combining (22) and (29), and rearranging, concludes the proof. □

Appendix F. Proof of Lemma 2

Proof. Let κ := (1 − γ)
(
2−

R
Q̂

τ

)
cΣ,RλP and L := 2 +

R
Q̂

τ . By assumption and Theorem 2,

w 7→ Jn(w, π
n) is κ-strongly convex and L-smooth for any n ∈ N. Now recall that by definition,

for any n ≥ 1,

wn = PB(R)

(
wn−1 − h∇wJn(w

n−1, πn)
)
.

Since wn
∗ = argminw∈B(R) Jn(w, π

n), the first-order optimality condition gives that for all w ∈
B(R)

(∇wJn(w
n
∗ , π

n))⊤ (w − wn
∗ ) ≥ 0. (30)

Since B(R) is closed and convex, the projection characterisation gives x = PB(R)(y) if and only

if (y−x)⊤(w−x) ≤ 0 for all w ∈ B(R). Applying this with x = wn
∗ and y = wn

∗−h∇wJn(w
n
∗ , π

n),
(30) implies that

wn
∗ = PB(R) (w

n
∗ − h∇wJn(w

n
∗ , π

n)) .

Therefore, it holds that

|wn − wn
∗ |22 =

∣∣PB(R)

(
wn−1 − h∇wJn(w

n−1, πn)
)
− wn

∗
∣∣2
2

(31)

=
∣∣PB(R)

(
wn−1 − h∇wJn(w

n−1, πn)
)
− PB(R) (w

n
∗ − h∇wJn(w

n
∗ , π

n))
∣∣2
2

≤
∣∣wn−1 − wn

∗ − h
(
∇wJn(w

n−1, πn)−∇wJn(w
n
∗ , π

n)
)∣∣2

2

= |wn−1 − wn
∗ |22 − 2h

(
∇wJn(w

n−1, πn)−∇wJn(w
n
∗ , π

n)
)⊤

(wn−1 − wn
∗ )

+ h2
∣∣∇wJn(w

n−1, πn)−∇wJn(w
n
∗ , π

n)
∣∣2
2
,

where in the first inequality we used the non-expansiveness of the projection operator. By
Nesterov (2004, Theorem 2.1.12), it holds that

(∇wJn(w, π
n)−∇wJn(w̄, π

n))⊤ (w − w̄) (32)

≥ κL

κ+ L
|w − w̄|22 +

1

κ+ L
|∇wJn(w, π

n)−∇wJn(w̄, π
n)|22 .

Applying (32) with w = wn−1 and w̄ = wn
∗ and substituting into the right hand side of (31),

we have

|wn − wn
∗ |22 ≤ |wn−1 − wn

∗ |22 −
2hκL

κ+ L
|wn−1 − wn

∗ |22 (33)

+

(
h2 − 2h

κ+ L

) ∣∣∇wJn(w
n−1, πn)−∇wJn(w

n
∗ , π

n)
∣∣2
2

=

(
1− 2hκL

κ+ L

)
|wn−1 − wn

∗ |22

+

(
h2 − 2h

κ+ L

) ∣∣∇wJn(w
n−1, πn)−∇wJn(w

n
∗ , π

n)
∣∣2
2
.

Since hL < 1 and κ ≤ L, it holds that 2Lhκ
κ+L ≥ hκ and

h2 − 2h

κ+ L
≤ h

L
− 2h

κ+ L
= h

κ− L

L(κ+ L)
≤ 0.
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Hence, after dropping the nonpositive gradient term in (33) and using that 1− 2Lhκ
κ+L ≤ 1− hκ,

we arrive at

|wn − wn
∗ |22 ≤

(
1− 2hκL

κ+ L

)
|wn−1 − wn

∗ |22

≤ (1− hκ)|wn−1 − wn
∗ |22.

Now adding and subtracting wn−1
∗ on the right hand side and using Young’s inequality for any

δ > 0, it holds that

|wn − wn
∗ |22 ≤ (1 + δ)(1− hκ)|wn−1 − wn−1

∗ |22 +
(
1 +

1

δ

)
(1− hκ) |wn

∗ − wn−1
∗ |22.

By Lemma 9, for every n ≥ 1 we have

|wn − wn
∗ |22 ≤ (1 + δ)(1− hκ)|wn−1 − wn−1

∗ |22 + λCdrift

(
1 +

1

δ

)
(1− hκ) . (34)

Now choose δ := hκ
2(1−hκ) , which is well-defined because 0 < hκ ≤ hL < 1. Then (34) becomes

|wn − wn
∗ |22 ≤

(
1 +

hκ

2(1− hκ)

)
(1− hκ)|wn−1 − wn−1

∗ |22 + λCdrift

(
1 +

2(1− hκ)

hκ

)
(1− hκ)(35)

≤
(
1− hκ

2

)
|wn−1 − wn−1

∗ |22 +
2λCdrift

hκ
.

where in the last inequality we used that
(
1 + 2(1−hκ)

hκ

)
(1 − hκ) ≤ 2

hκ . Iterating (35), for any

k ∈ N gives

|wk − wk
∗ |22 ≤

(
1− hκ

2

)k

|w0 − w0
∗|22 +

2λCdrift

hκ

k−1∑
j=0

(
1− hκ

2

)j

(36)

≤
(
1− hκ

2

)k

|w0 − w0
∗|22 +

4λCdrift

h2κ2
.

To ease notation, let Cinit :=
2|w0−w0

∗|22
κ and Ctrack := 4Cdrift

κ2 . Averaging (36) over k = 0, . . . , n−1,
we obtain

1

n

n−1∑
k=0

|wk − wk
∗ |22 ≤

|w0 − w0
∗|22

n

n−1∑
k=0

(
1− hκ

2

)k

+
λCtrack

h2
(37)

≤ Cinit

hn
+

λCtrack

h2
.

Now fix k ∈ {0, . . . , n − 1}. Since w 7→ Jk(w, π
k) is L-smooth on B(R) by Theorem 2 for any

k ∈ N we have

Jk(w
k, πk)− Jk(w

k
∗ , π

k) ≤
(
∇wJk(w

k
∗ , π

k)
)⊤

(wk − wk
∗) +

L

2
|wk − wk

∗ |22. (38)

By Lemma 8 for every k ∈ N and every w ∈ B(R) it holds that∣∣∣∇wJk(w, π
k)
∣∣∣
2
≤ 2

√
M +

√
2

π

Q̂max

τ

M∑
i=1

1

σi
:= Cgrad

Moreover, since wk, wk
∗ ∈ B(R), it holds that |wk − wk

∗ |2 ≤ 2R, which in turn implies that
|wk − wk

∗ |22 ≤ 2R|wk − wk
∗ |2. Using this bound in (38) we have

Jk(w
k, πk)− Jk(w

k
∗ , π

k) ≤ Cgrad|wk − wk
∗ |2 + LR|wk − wk

∗ |2 (39)

= (Cgrad + LR)|wk − wk
∗ |2.
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Since wk
∗ minimises w 7→ Jk(w, π

k) over B(R) and wk ∈ B(R), the left hand side of (39) is

nonnegative. Define C3 := (Cgrad + LR)
1
2 . Then taking the square root of (39), averaging and

using Hölder’s inequality, it holds that

1

n

n−1∑
k=0

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2 ≤ C3

n

n−1∑
k=0

|wk − wk
∗ |

1
2
2

≤ C3

(
1

n

n−1∑
k=0

|wk − wk
∗ |22

) 1
4

.

Substituting (37), we obtain

1

n

n−1∑
k=0

(
Jk(w

k, πk)− Jk(w
k
∗ , π

k)
) 1

2 ≤ C3

(
Cinit

hn
+

λCtrack

h2

) 1
4

≤ C3max {Cinit, Ctrack}
1
4

(
1

hn
+

λ

h2

) 1
4

.

Thus the result follows with C1 := C3max {Cinit, Ctrack}
1
4 . □

Appendix G. Proof of Theorem 3

Proof. The proof is a direct calculation. Let ϑ := min
{

1
τ ,

1
χ

}
, λ = ϑ

2N
4
5
and 0 < h < τ

2τ+R
Q̂
.

Since N ≥ 1 we have 0 < τλ ≤ 1
2 and 0 < χλ ≤ 1

2 . Therefore by Theorem 1 and Lemma 2,
there exists C < ∞, independent of N , such that

min
0≤r≤N−1

V πwr
τ (ρ)− V π∗

τ (ρ)

≤ C

(
1

λN
+ λ+

(
1

hN
+

λ

h2

) 1
4

+ εapprox(N)

)

= C

(
2

ϑ
N− 1

5 +
ϑ

2
N− 4

5 +N− 1
5

(
1

hN
1
5

+
ϑ

2h2

) 1
4

+ εapprox(N)

)

≤ C

((
2

ϑ
+

ϑ

2
+

(
1

h
+

ϑ

2h2

) 1
4

)
N− 1

5 + εapprox(N)

)
≤ C

(
N− 1

5 + εapprox(N)
)
,

where

C := Cmax

{
2

ϑ
+

ϑ

2
+

(
1

h
+

ϑ

2h2

) 1
4

, 1

}
.

□

Appendix H. Proof of Corollary 1

Proof. Firstly recall that Theorem 2 holds in the case where the target policy is πn+1
G for all

n ∈ N. Therefore w 7→ Jn(w, π
n
G) is (1−γ)

(
2−

R
Q̂

τ

)
cΣ,RλP -strongly convex and 2+

R
Q̂

τ -smooth

for all w ∈ B(R) and n ≥ 1. Moreover, it also directly holds that∣∣∣∣log dπk
G

dΛ

∣∣∣∣
Bb(S×A)

≤ 2Q̂max

τ
,
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and consequently by (42) we have

KL(πwn(·|s)|πn
G(·|s)) ≤ KΣ,R +

∣∣∣∣log dπn
G

dΛ

∣∣∣∣
Bb(S×A)

≤ KΣ,R +
2Q̂max

τ
:= MG

Therefore, analogously to the proof of Lemma 2, let

Dk(w) := Jk+1(w, π
k+1
G )− Jk(w, π

k
G),

then for all k ≥ 1 it holds that∣∣∣(Jk+1(w, π
k+1
G )− Jk+1(w, π

k
G)
)
−
(
Jk+1(w

′, πk+1
G )− Jk+1(w

′, πk
G)
)∣∣∣

=
1

τ

∣∣∣∣∫
S

∫
A

(
Q̂k(s, a)− Q̂k−1(s, a)

)
(πw − πw′)(da|s)ρk+1(ds)

∣∣∣∣
≤ 4Q̂max

τ
.

Moreover, using ρk+1 − ρk = χλ(d
π
wk

ρ − ρk) exactly as in (27) gives∣∣∣(Jk+1(w, π
k
G)− Jk(w, π

k
G)
)
−
(
Jk+1(w

′, πk
G)− Jk(w

′, πk
G)
)∣∣∣ ≤ 2χλMG.

Therefore it also holds that

|Dk(w)−Dk(w
′)| ≤ 4Q̂max

τ
+ 2χλMG.

Now by strong convexity and optimality, we have

κ

2
|wk+1

G,∗ − wk
G,∗|22 ≤ Jk+1(w

k
G,∗, π

k+1
G )− Jk+1(w

k+1
G,∗ , π

k+1
G )

≤ Dk(w
k
G,∗)−Dk(w

k+1
G,∗ )

≤ 4Q̂max

τ
+ 2χλMG.

Hence after rearranging it holds that

|wk+1
G,∗ − wk

G,∗|22 ≤ Cdrift

(
1

τ
+ χλ

)
,

where Cdrift :=
1
κ max

{
8Q̂max, 4MG

}
. Now by (32) and (33), for all k ≥ 1 it holds that

|wk+1 − wk+1
G,∗ |

2
2 ≤

(
1− hκ

2

)
|wk − wk

G,∗|22 +
2Cdrift

hκ

(
1

τ
+ χλ

)
.

Since |w1 − w1
G,∗|2 ≤ 2R, iterating and averaging yields

1

n

n−1∑
k=1

|wk − wk
G,∗|22 ≤

8R2

hκn
+

4Cdrift

h2κ2

(
1

τ
+ χλ

)
.

Moreover, by Lemma 8, for every w ∈ B(R) and k ≥ 1 it holds that

|∇wJk(w, π
k
G)|2 ≤ Cgrad := 2

√
M +

√
2

π

Q̂max

τ

M∑
i=1

1

σi
.
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Thus, by L-smoothness and Hölder’s inequality,

1

n

n−1∑
k=1

(
Jk(w

k, πk
G)− Jk(w

k
G,∗, π

k
G)
) 1

2

≤ (Cgrad + LR)
1
2

(
1

n

n−1∑
k=1

|wk − wk
G,∗|22

) 1
4

≤ C

(
1

hn
+

1

h2

(
1

τ
+ χλ

)) 1
4

,

where

C := (Cgrad + LR)
1
2 max

{
8R2

κ
,
4Cdrift

κ2

} 1
4

.

□

Appendix I. Auxiliary results

I.1. Proof of Lemma 5.

Lemma 5 (Entropy of a squashed Gaussian policy). For every s ∈ S and every w ∈ B(R), it
holds that

H(πw(·|s)) = log

(
(2π)

M
2

√
detΣ

2M

)
+

M

2
− 2

∫
RM

M∑
i=1

log cosh(ui)qw(du|s) (40)

≥ −2
√
M R− 2

√
2

π

M∑
i=1

σi −

∣∣∣∣∣log
(
(2π)

M
2

√
detΣ

2M

)
+

M

2

∣∣∣∣∣
=: −KΣ,R.

Proof. Since the Jacobian of u 7→ tanhu is D(tanhu), the change-of-variables formula gives, for
every a ∈ A with u = tanh−1 a,

dπw
dΛ

(s, a) =
2M

(2π)
M
2

√
detΣ

1

detD(a)
exp

(
−1

2
(u−mw(s))

⊤Σ−1(u−mw(s))

)
.

Therefore, by Definition 1 it holds that

H(πw(·|s))

= −
∫
RM

(
M log 2− log

(
(2π)

M
2

√
detΣ

)
− 1

2
(u−mw(s))

⊤Σ−1(u−mw(s))

)
qw(du|s)

+

∫
RM

M∑
i=1

log(1− tanh2 ui)qw(du|s)

= log

(
(2π)

M
2

√
detΣ

2M

)
+

M

2
− 2

∫
RM

M∑
i=1

log cosh(ui)qw(du|s),

where the second equality uses 1−tanh2 ui = cosh−2 ui and
∫
RM (u−mw(s))

⊤Σ−1(u−mw(s))qw(du|s) =
M . Finally, log coshui ≤ |ui| and∫

RM

|u|1qw(du|s) ≤ |mw(s)|1 +
∫
RM

|u−mw(s)|1qw(du|s)

= |mw(s)|1 +
√

2

π

M∑
i=1

σi ≤
√
M R+

√
2

π

M∑
i=1

σi,

where |mw(s)|1 ≤
√
M |x(s)⊤w|2 ≤

√
M R. Substitution into (40) concludes the proof. □
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I.2. Proof of Theorem 5.

Theorem 5. Let Assumption 1 hold and suppose that 0 < τλ < 1. Then there exists a non
negative constant CKL < ∞ such that for all n ∈ N and s ∈ S it holds that

|H(πwn(·|s))−H(πn(·|s))| ≤ CKL (KL(πwn(·|s)|πn(·|s)))
1
2 .

Proof. Firstly observe that, by definition of the entropy, for all s ∈ S and for all n ≥ 0 we have

H(πwn(·|s))−H(πn(·|s))

= −
∫
A
log

dπwn

dΛ
(s, a)πwn(da|s) +

∫
A
log

dπn

dΛ
(s, a)πn(da|s)

= −
∫
A
log

(
dπwn

dπn
(s, a)

dπn

dΛ
(s, a)

)
πwn(da|s) +

∫
A
log

dπn

dΛ
(s, a)πn(da|s)

= −KL(πwn(·|s)|πn(·|s))−
∫
A
log

dπn

dΛ
(s, a) (πwn − πn) (da|s).

Therefore, by the triangle inequality, it holds that

|H(πwn(·|s))−H(πn(·|s))| (41)

≤ KL(πwn(·|s)|πn(·|s)) +
∣∣∣∣∫

A
log

dπn

dΛ
(s, a) (πwn − πn) (da|s)

∣∣∣∣ .
Furthermore recall the standard identity

KL(πwn(·|s)|πn(·|s)) =
∫
A
log

dπwn

dπn
(s, a)πwn(da|s)

=

∫
A
log

dπwn

dΛ
(s, a)πwn(da|s)−

∫
A
log

dπn

dΛ
(s, a)πwn(da|s)

≤ −H(πwn(·|s)) +
∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

.

Since πwn ∈ ΠΣ for all n ≥ 0, Lemma 5 provides the following bound

−H(πwn(·|s)) ≤ KΣ,R.

Therefore, it holds that

KL(πwn(·|s)|πn(·|s))
1
2 ≤

(
KΣ,R +

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

) 1
2

. (42)

Multiplying both sides by (KL(πwn(·|s)|πn(·|s)))
1
2 ≥ 0 we have

KL(πwn(·|s)|πn(·|s)) ≤

(
KΣ,R +

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

) 1
2

KL(πwn(·|s)|πn(·|s))
1
2 . (43)

Using Pinsker’s inequality we bound the second term of (41) by∣∣∣∣∫
A
log

dπn

dΛ
(s, a) (πwn − πn) (da|s)

∣∣∣∣ ≤ ∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

|πwn(·|s)− πn(·|s)|M(A) (44)

≤
√
2

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

(KL(πwn(·|s)|πn(·|s)))
1
2 .

Substituting (43) and (44) into (41), we arrive at

|H(πwn(·|s))−H(πn(·|s))| (45)

≤

(KΣ,R +

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

) 1
2

+
√
2

∣∣∣∣log dπn

dΛ

∣∣∣∣
Bb(S×A)

 (KL(πwn(·|s)|πn(·|s)))
1
2 .
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We now prove that the log densities are uniformly bounded. To that end, by iterating (5) from
π0 = Λ we have

dπn+1

dΛ
(s, a) =

1

Zn+1(s)
exp

(
−λ

n+1∑
k=1

(1− τλ)n+1−kQ̂k−1(s, a)

)
(46)

with Zn+1(s) =
∫
A exp

(
−λ
∑n+1

k=1(1− τλ)n+1−kQ̂k−1(s, a)
)
Λ(da). Therefore, by assumption 1

we have
∣∣∣Q̂n

∣∣∣
Bb(S×A)

≤ Q̂max thus it also holds that∣∣∣∣log dπn

dΛ
(s, a)

∣∣∣∣ =
∣∣∣∣∣− logZn(s)− λ

n∑
k=1

(1− τλ)n−kQ̂k−1(s, a)

∣∣∣∣∣ (47)

≤
∣∣logZn(s)

∣∣+ ∣∣∣∣∣λ
n∑

k=1

(1− τλ)n−kQ̂k−1(s, a)

∣∣∣∣∣
≤ 2Q̂max

τ

Therefore, substituting this bound into (45) gives

|H(πwn(·|s))−H(πn(·|s))|

≤

(KΣ,R +
2Q̂max

τ

) 1
2

+
√
2

(
2Q̂max

τ

)KL(πwn(·|s)|πn(·|s))
1
2

= CKLKL(πwn(·|s)|πn(·|s))
1
2 ,

with

CKL :=

(KΣ,R +
2Q̂max

τ

) 1
2

+
√
2

(
2Q̂max

τ

) .

□

I.3. Proof of Lemma 7.

Lemma 7. Let ρ ∈ P(S) and suppose that there exists a constant A2 < ∞ such that, for every
s ∈ S and a ∈ A, ∣∣∣∣dPdρ (s, a, ·)

∣∣∣∣
L2(ρ)

≤ A2.

Then for any π ∈ P(A|S) it holds that∣∣∣∣ddπρdρ

∣∣∣∣
L2(ρ)

≤ (1− γ) + γA2

Proof. Firstly we seek to identify the density of Pπ with respect to ρ for any π ∈ P(A|S). To
that end, for any B ∈ B(S) and any s ∈ S we have

Pπ(B|s) =
∫
A
P (B|s, a)π(da|s)

=

∫
A

∫
B

dP

dρ
(s, a, s′)ρ(ds′)π(da|s)

=

∫
B

(∫
A

dP

dρ
(s, a, s′)π(da|s)

)
ρ(ds′).

Since this holds for all B ∈ B(S), we have

dPπ

dρ
(s, s′) =

∫
A

dP

dρ
(s, a, s′)π(da|s).
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Therefore, by Minkowski’s integral inequality it holds that for all s ∈ S,∣∣∣∣dPπ

dρ
(s, ·)

∣∣∣∣
L2(ρ)

=

(∫
S

∣∣∣∣∫
A

dP

dρ
(s, a, s′)π(da|s)

∣∣∣∣2 ρ(ds′)
) 1

2

(48)

≤
∫
A

(∫
S

∣∣∣∣dPdρ (s, a, s′)

∣∣∣∣2 ρ(ds′)
) 1

2

π(da|s)

≤ A2.

We now prove a bound that holds for any initial state distribution ρ ∈ P(S). Fix n ≥ 1. We
wish to identify the density of

∫
S Pn

π (·|s)ρ(ds) with respect to ρ. To that end, observe that for
any B ∈ B(S),∫

S
Pn
π (B|s)ρ(ds) =

∫
S

∫
S
Pπ(B|s′)Pn−1

π (ds′|s)ρ(ds)

=

∫
S
Pπ(B|s′)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)
=

∫
S

∫
B

dPπ

dρ
(s′, s′′)ρ(ds′′)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)
=

∫
B

(∫
S

dPπ

dρ
(s′, s′′)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

))
ρ(ds′′).

Since this holds for all B ∈ B(S), it follows that

d
(∫

S Pn
π (·|s)ρ(ds)

)
dρ

(s′′) =

∫
S

dPπ

dρ
(s′, s′′)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)
.

Consequently, by Minkowski’s integral inequality and (48), it holds that∣∣∣∣∣d
(∫

S Pn
π (·|s)ρ(ds)

)
dρ

∣∣∣∣∣
L2(ρ)

=

(∫
S

∣∣∣∣∫
S

dPπ

dρ
(s′, s′′)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)∣∣∣∣2 ρ(ds′′)
) 1

2

≤
∫
S

∣∣∣∣dPπ

dρ
(s′, ·)

∣∣∣∣
L2(ρ)

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)
≤ A2

∫
S

(∫
S
Pn−1
π (ds′|s)ρ(ds)

)
= A2,

where in the final equality we used that
∫
S Pn−1

π (ds′|s)ρ(ds) is a probability measure on S. Now
recall that by definition, we have

dπρ (ds
′) = (1− γ)

∞∑
n=0

γn
∫
S
Pn
π (ds

′|s)ρ(ds),

with P 0
π (ds

′|s) = δs(ds
′). Hence applying the triangle inequality in L2(ρ) to the partial sums

and then taking the limit, we obtain∣∣∣∣ddπρdρ

∣∣∣∣
L2(ρ)

≤ (1− γ)

∣∣∣∣dρdρ
∣∣∣∣
L2(ρ)

+ (1− γ)

∞∑
n=1

γn

∣∣∣∣∣d
(∫

S Pn
π (·|s)ρ(ds)

)
dρ

∣∣∣∣∣
L2(ρ)

≤ (1− γ) + (1− γ)
∞∑
n=1

γnA2

= (1− γ) + γA2.

□
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I.4. Proof of Lemma 8.

Lemma 8 (Uniform boundedness of the actor gradient). Let Assumption 1 hold. Then for all
n ∈ N and all w ∈ B(R), it holds that

∣∣∇wJn+1(w, π
n+1)

∣∣
2
≤ 2

√
M +

√
2

π

Q̂max

τ

M∑
i=1

1

σi
.

Moreover, for any n ∈ N, the same bounds holds for
∣∣∇wJn+1(w, π

n+1
G )

∣∣
2
.

Proof. Firstly observe that for every n ∈ N and every w ∈ B(R), we can write

Jn+1(w, π
n+1) =

∫
S
KL(πw(·|s)|πn+1(·|s))ρn+1(ds)

=

∫
S

∫
A
log

dπw
dπn+1

(s, a)πw(da|s)ρn+1(ds)

=

∫
S

∫
A
log

(
dπw
dΛ

(s, a)
dΛ

dπn+1
(s, a)

)
πw(da|s)ρn+1(ds)

= −
∫
S
H(πw(·|s))ρn+1(ds)−

∫
S

∫
A
log

dπn+1

dΛ
(s, a)πw(da|s)ρn+1(ds).

We now bound the gradients of these two terms separately. For the first term, using Lemma 5,
for every s ∈ S we have

−H(πw(·|s)) = 2

∫
RM

M∑
i=1

log cosh(ui)qw(du|s)− log

(
(2π)

M
2

√
detΣ

2M

)
− M

2

= 2

∫
RM

M∑
i=1

log cosh(mw(s)i + σizi)q
1(dz)− log

(
(2π)

M
2

√
detΣ

2M

)
− M

2
.

Therefore, differentiating under the integral, it follows that

∇wH(πw(·|s)) = −2

∫
RM

x(s) tanh(mw(s) + Σ
1
2 z)q1(dz).

Hence, using | tanhu|2 ≤
√
M and |x(s)|op ≤ 1 for all s ∈ S, it holds that

|∇wH(πw(·|s))|2 ≤ 2
√
M. (49)

Before proceeding with the second term, let us simplify the notation with

Fn(s, u) := λ
n∑

k=0

(1− τλ)n−kQ̂k(s, tanhu),

and thus recall that

dπn+1

dΛ
(s, tanhu) =

1

Zn+1(s)
exp (−Fn(s, u)) .
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Let ΛRM denote Lebesgue measure on RM . By Definition 1 it holds that∫
A
log

dπn+1

dΛ
(s, a)πw(da|s)

=

∫
A
log

dπn+1

dΛ
(s, a)(tanh)#qw(da|s)

=

∫
RM

log
dπn+1

dΛ
(s, tanhu)qw(du|s)

=

∫
RM

(
−Fn(s, u)− logZn+1(s)

)
qw(du|s)

=
1

(2π)
M
2

√
detΣ

∫
RM

(
−Fn(s, u)− logZn+1(s)

)
exp

(
−1

2
(u−mw(s))

⊤Σ−1(u−mw(s))

)
ΛRM (du).

Therefore differentiation under the integral also gives

∇w

∫
A
log

dπn+1

dΛ
(s, a)πw(da|s) = −

∫
RM

Fn(s, u)x(s)Σ
−1(u−mw(s))qw(du|s).

Here the term containing logZn+1(s) vanishes because
∫
RM qw(du|s) = 1 for every w ∈ B(R).

Hence for all s ∈ S it holds that∣∣∣∣∇w

∫
A
log

dπn+1

dΛ
(s, a)πw(da|s)

∣∣∣∣
2

≤ |Fn|Bb(S×RM )

∫
RM

|Σ−1(u−mw(s))|2qw(du|s)

≤ Q̂max

τ

∫
RM

|Σ−1(u−mw(s))|2qw(du|s),

Since qw(·|s) is Gaussian with mean mw(s) and covariance Σ, the Gaussian first moment (John-
son et al., 1994, Ch. 13) yields∫

RM

|Σ−1(u−mw(s))|2qw(du|s) ≤
M∑
i=1

1

σ2
i

∫
RM

|ui −mw(s)i|qw(du|s)

=

√
2

π

M∑
i=1

1

σi
.

Hence it holds that ∣∣∣∣∇w

∫
A
log

dπn+1

dΛ
(s, a)πw(da|s)

∣∣∣∣
2

≤
√

2

π

Q̂max

τ

M∑
i=1

1

σi
. (50)

Combining (49) and (50), and using that ρn+1 is a probability measure, gives∣∣∇wJn+1(w, π
n+1)

∣∣
2
≤ 2

√
M +

√
2

π

Q̂max

τ

M∑
i=1

1

σi
.

To bound
∣∣∇wJn+1(w, π

n+1
G )

∣∣
2
, the same arguments hold with Fn(s, u) = Q̂n(s,tanhu)

τ ≤ Q̂max

τ .
□

Appendix J. Implementation details

In this section we give an overview on the environment used in Figures 1 and 2. In order to
validate the theory, we restrict to an MDP in which the critics can be solved exactly. To that end,
we require that for all s ∈ S, c(s, ·) : A 7→ R is quadratic and the transition kernel is affine in the
action variable. To ease notation, let g : S 7→ RM be g(s) = f(s)v with f(s) = −2

5 +
4
5

s
|S|−1 and

v = (1,−1
2 , 1,−

1
2 , . . .) ∈ RM . Denoting ā = 1

M

∑M
i=1 ai with a = (a1, a2, . . . , aM ) ∈ (−1, 1)M
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and s+ := min(s + 1, |S| − 1), s− := max(s − 1, 0), the cost function and transition dynamics
are defined as

c(s, a) =
1

10
|a− g(s)|22 +

3

100(M − 1)

∑
i<j

(ai − aj)
2 +

3

10

s

|S| − 1
,

P (s′|s, a) = 1

10|S|
+

9

10

(
1 + ā

2
δs+(s

′) +
1− ā

2
δs−(s

′)

)
Given that the state space is tabular, we parametrise the actor using the canonical basis function
on R|S|, that is x(s) = es⊗ IM so that mw(s) = x(s)⊤w, |x(s)|op = 1 which in turn implies that

λP = 1
|S| . We take Σ = 0.152IM and define the projection radius in Algorithm 1 as R =

√
|S|M .

In Figure 1, to compare the effect on Algorithm 1 in the regimes where the condition of
Theorem 2 is satisfied and not, we firstly learn the exact critic through a linear solve (Theorem
4), then add perturbations such that both resulting perturbed critics have the same approxi-
mation error εcrit but different curvatures measures through R

Q̂
. Concretely, we construct two

sequences of critics such that

Q̂n(s, a) = Qπwn
τ (s, a) + εcrit

4∑
j=1

αj cos
(
ω⊤
j a
)

with amplitudes α = (0.55, 0.20, 0.15, 0.10),
∑4

j=1 αj = 1, and such that ωj =
rj√
M
1M . Then we

construct two instances of r ∈ R4, with r = (0.6, 0.8, 1, 1.2) and r = (6, 7, 8, 9) giving
R

Q̂

2 < τ

and
R

Q̂

2 > τ respectively, while
∣∣∣Q̂n −Qπwn

τ

∣∣∣
Bb(S×A)

= εcrit in both.

In Figure 2, we use the same MDP with varying dimensions but with exact critics (εcrit = 0) in
order to isolate the effect of the proximal step-size/ penalty λ on the actor tracking error. Finally,
in all instances, we set the initial state distribution to ρ(s) = 1

|S| , the entropy temperature to

τ = 1, discount factor γ = 0.9, the actor step size to h = 0.01 and the exponential moving
average weight in the replay buffer dynamics to χ = 1.
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